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Introduction 
Large language models (LLMs) have captured the public's and the academic community's attention. 
Academic surveys have investigated the relationship between causal science, AI, and large language 
models from many perspectives. In this whitepaper, we focus on practical considerations when bridging 
large language models and causal AI, notably in three high-value use cases:  

 

1. reducing hallucinations (grounding LLMs),  
2. causal discovery and domain knowledge copilots using LLMs, and 
3. supercharging causal data scientists with copilot LLMs. 

 

At causaLens, we believe successfully delivering these use cases will be a leap forward for enterprise 
decision-making 

Combining LLMs and Causal AI – Use Cases 
Academic literature has investigated the relationship between causality and large language models in 
both directions: how causality can be used to help large language models, and how large language 
models could perform causal tasks better (e.g. Kiciman et al 2023, Liu et al 2024). 

 

causaLens’ vision is that every company will have a large set of interacting causal models describing 
how various factors – including business-specific, customer-specific, and economic – can impact the 
company's performance. Given a powerful set of causal models, the decision-makers in the company 
would be able to use these models to make decisions (through processes such as optimization, root 
cause analysis, and others) in a much more accurate way.	  
We have identified three high-value use cases that are of practical use to our customers. 

 

1. Grounding LLMs with Causal AI	  
Causality can help large language models ground their answers in accurate quantitative 
statements and qualitative statements.	 By grounding, we mean that verifiable (citable) 
calculations can be performed by the large language model to provide a grounding or a 
foundation to statements of a causal nature, for example, "increasing marketing spend by 10% 
would lead to a Y% improvement in gross margins on the subset Z of customers".  
 
Traditionally, the large language model community has used retrieval augmented generation 
(RAG) to ground large language models, but RAG only works with static text data. We are 
introducing the concept of causal RAG (cRAG) which permits a large language model to invoke 
causal calculations in order to provide trustworthy data. 
 

2. Causal discovery and domain knowledge copilots 
Causal Discovery (CD) is the process of creating causal graphs, i.e. directed acyclic graphs 
(DAGs) from (generally non-interventional, i.e. observational) data. Computationally, this is 
hard, and it benefits from domain knowledge. causaLens has developed many techniques to 
embed domain knowledge into the causal discovery process, but fundamentally, the user still 
needs to have that knowledge.	 Large language models may be able to help this process by 

https://arxiv.org/pdf/2305.00050
https://arxiv.org/pdf/2403.09606
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automatically mining for this knowledge from the internet or private unstructured textual data 
and proposing such domain knowledge to the user. 

 
3. Accelerating causal data scientists.	  

For our vision of a large set of interacting causal models embedded in every major organization 
worldwide, it is key to go from data to a causal model as quickly as possible. Large language 
models conjoined with a unified causal API such as that one from causaLens make that process 
as quick as possible. Large language models can guide users to relevant techniques or help 
users write causal code more efficiently. 

 

This is visually represented in the following diagram, with Agent 1 defined under the "Consumption" 
headline and Agents 2 and 3 represented under the "Creation" headline. 

 

 

Agentic Workflows 
The current industry approach is to build LLM-based agents, which are independent actors solving 
tasks which can collaborate together with humans, or other agents. 

 

This is how we expose the capabilities of our LLM technology. It gives flexibility to integrate into 
customer production systems, decision applications, decisionStudio / jupyter notebooks, or any other 
software system. 

 

The target users for each agent are different – which we will now consider. 

 

 

https://www.youtube.com/watch?v=sal78ACtGTc
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Causal Grounding Agent 
 

 
 

In case of the causal grounding agent, the developer configures the agent by exposing the agent to a 
database of causal artifacts. The end user of the agent is then a business user who interacts with the 
agent that invokes those causal artifacts (See the section "Grounding LLMs with Causal AI"). 

 

Causal Discovery Agent / Domain Knowledge Copilot 
 

 
 

In case of causal discovery agent / domain knowledge copilot, the users may be developers or domain 
experts. In either case they are interested in obtaining improved domain knowledge to improve the 
quality of models further down the analysis. 

 

Causal Data Scientist Agent 
 

 
 

In the case of the Causal Data Scientist Agent, the user is a developer who is accelerated and made 
more productive by the agent. 
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[1] Grounding LLMs with Causal AI 
Large language models struggle with making inferences from quantitative data. They also often 
generate incorrect (invented) text which are termed hallucinations. To utilize large language models for 
accurate decision-making, it is key to have a trustworthy way for any user, including non-technical 
users, to validate these decisions.	 Notably, these causal model decisions need to be: 

1. backed by a robust causal model which accurately estimates causal effects, especially in a real-
world setting which is full of spurious correlations and confounding variables 

2. verifiable through a calculation that is easy to interpret by the user 
3. where such calculations are used, they should be cited by the large language model in its output 

so that the chain of such calculations can be tracked by the user 

 
Here we consider the problem of using an agent which is backed by several causal artifacts which it can 
select amongst when making a statement. A visual representation of the problem is shown below: 

 
 

Academic literature has previously explored the ability to invoke a causal model by large language 
models. One paper has found that simple prompt engineering does not perform as well as function 
calling in that setting (Pawlowski et al. 2023).	 Another paper has proposed producing a custom fine-
tuned model for that specific purpose (Jiang et al. 2024). 

 

We have built an agentic system that permits any user to quickly set up a framework to answer 
questions as per the above figure.	 Once you have a set of causal artifacts such as causal graphs, or 
causal models, such as structural causal models, you can provide it to the agent using an API: 

 

agent = AgentCausalGrounding(**kwargs) 
 
# This can be invoked once, or multiple times to add an entire library of artifacts 
agent.add_causal_estimator( 
    data_context=dc, # If any text is needed to explain the variables 
    historical_data=data_frame, 
    estimator=causal model, 
    description="My causal model" 
) 

https://openreview.net/pdf?id=ikLvibXZid
https://arxiv.org/pdf/2312.17122
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This agent then allows a user to perform natural language queries which will be automatically backed by 
the causal estimators previously added.	 Notably, this agent functionality can be added as 1) part of 
another LLM system or any python program whatsoever, 2) as part of a decision application for a 
specific use case, or 3) as part of a high level dashboard available to a number of decision makers. 

 

An example of a chat with a causally backed LLM is given below:		
 

 

https://causalens.com/decisionapp-building/
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You can notice a few things: the LLM is empowered with the ability to introspect the causal graph as well 
as perform interventional and counterfactual queries on the dataset, both in an average setting, across 
all data points, in general, as well as in more specific settings such as when users enquire about a 
subsegment of the data. It provides citations (in blue) to computations upon the causal graph and the 
causal model. Finally, the LLM cites such calculations in its text (bright green), thereby providing a 
trustworthy chain of calculations that can be audited by the user. 

 

How well does it perform? The performance depends upon the underlying LLM and the parametrization 
over the precise pipeline used. We can optimize across both of these to select best performing 
parametrizations for a specific use case. Much like RAG, we can split cRAG into 2 distinct phases: 
retrieval (finding out what set of tools upon which models to invoke) and synthesis (given a set of 
causal actions which are available citations, synthesizing an accurate interpretation of those and citing 
them correctly).  

 

Our preliminary analyses found the models accurate for use in constrained settings with few causal 
models.	 Once the number of models increases, the retrieval generally performs worse than synthesis. 
Broadly speaking the LLM will make mistakes in invoking the right capability upon the right model. 
Particular attention was needed for LLMs to realize when they needed to invoke an interventional query 
(level 2 in the Pearl Causal Hierarchy) vs a counterfactual query (level 3).	 On the synthesis side, smaller 
models such as GPT3.5 sometimes struggle with synthesis, including accurately citing data.	 Bigger 
models such as GPT4, 4 turbo and 4 omni perform markedly better in synthesis. 

[2] Extracting Domain Knowledge for Causal Discovery 
It is not always possible to create causal graphs from observational data. Through a process of human 
guided causal discovery, we can construct very accurate causal graphs.	 However, we need human 
domain knowledge, but sometimes that domain knowledge is distributed or contained in textual 
unstructured data that is hard to manually mine. 

 

Academic literature has investigated the problem of extracting domain knowledge from unstructured 
data (Zhang et al, 2024), including performing causal discovery using LLMs (Jiralerspong et al, 2024, 
Vashishtha et al., 2023). However, LLMs were found to be quite inaccurate when attempting to consider 
statistical data, and even after fine-tuning, was not able to generalize to novel problems (Jin et al., 
2024).	 Therefore, currently, it does not appear that using LLMs alone will work for CD. 

 

At causaLens, we take the best of both worlds: we provide many techniques to utilize the domain 
knowledge of LLMs to improve algorithmic causal discovery. This domain knowledge comes in the form 
of proposing tiering structures for variables, proposing additional latent variables, or even critiquing 
existing causal graphs.	 Some examples of this are shown below: 

 

# Find relevant variables in a dataset 
missing_vars = data_context.suggest_missing_variables() 
actionable_vars = data_context.get_actionable_variables() 
 
# Use LLM's to obtain domain knowledge to input into causal discovery 
tiers_suggestion, tiers = tiers_context.suggest_tiers() 
 

https://web.cs.ucla.edu/~kaoru/3-layer-causal-hierarchy.pdf
https://causalens.com/human-guided-causal-discovery/
https://causalens.com/human-guided-causal-discovery/
https://arxiv.org/pdf/2402.15301
https://arxiv.org/abs/2402.01207v2
https://arxiv.org/pdf/2310.15117
https://arxiv.org/pdf/2306.05836
https://arxiv.org/pdf/2306.05836
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# Use LLM's domain knowledge to explore changes to a causal graph 
latent_confounders = causal_graph_context.find_latent_confounders( 
  x='X', y='Y' 
) 
critique = causal_graph_context.critique_causal_graph() 
latent_parents = causal_graph_context.find_latent_parents(x='X') 
 
# Use LLM's domain knowledge to inform modeling choices 
# (monotonicity, linearity, etc.)  
monotonicity = causalnet_context.suggest_edge_monotonicity( 
  x='X', y='Y' 
) 

 

Once such domain knowledge has been obtained, we can seamlessly use causaLens' technology to 
perform algorithmic CD, combining human domain knowledge, LLMs, and state-of-the-art CD to obtain 
the most accurate possible causal graphs. The example figure below shows the decisionStudio 
interface for a causal discovery technique that accepts domain knowledge through tier or edge 
constraints as input. 

 

 
 

In this way, either computationally or via a UI, the insights, together with the LLM, can be further 
integrated into causal analysis and causal model construction. 

[3] Accelerating Causal Data Scientists 
Our mission is to accelerate the rate at which we can go from data to a decision-making system. One 
way is through DecisionStudio user interface components, such as the one shown in the previous 
section. Another way is via Causal Data Scientist Agents, which can provide guidance and help users use 
the product more effectively. 

 

Our strategy for developing agents is to start with narrower use cases, which are easier to get correct, 
and over time, expand to the entire of the causal workflow as illustrated in the following graphic: 
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Architecturally, the agents should have access to the developer's query, the code, the causal artifacts 
they are developing, and the data they are investigating. These artifacts, including code, data and 
causal graphs and models, are all encoded in the context of the LLM agent.	 As a result, the LLM agent 
can invoke a number of tools to investigate those objects further and finally generate an output, which 
can be textual guidance, a piece of code, a visual UI component (built in the causaLens Dara Framework) 
or even a causal artifact itself.	 This architecture is demonstrated in the following diagram: 

 
 

https://dara.causalens.com/
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Deploying LLM + Causal AI systems 
The agents presented in this document can be used on the causaLens decisionOS platform in a cloud 
setting. Given the appropriate license, they can also be integrated into existing Python codebases as 
packages, including on-premise. 

Next steps 
You can explore much of the functionality discussed in this document within the causaLens product. If 
you are new to causaLens, you can start with a free trial. Why not sign up and look at how you can utilize 
causal AI and LLMs in your business? 

 

You can also visit our website at causaLens.com and view some of our interactive demos, read some of 
our customer stories, or learn more about causal AI.  

 

 

Note 
Please note that this is still an actively developing area, both in terms of LLMs and causal AI. causaLens 
is building product functionality along all three axes, and we are always looking for design partners and 
collaborators in this process. Please feel free to reach out to join us in this exciting work at a unique time 
in a uniquely developing field. 
 

  

https://causalens.com/decision-os/
https://causalens.com/decisionos-free-trial/
https://causalens.com/decisionos-free-trial/
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About causaLens 
 

causaLens, the market leader in grounding AI with causal reasoning, empowers AI systems to reason 
about cause and effect, enhancing their ability to understand and intelligently interact with the world. 
Our groundbreaking Causal AI technology enables enterprises to adopt robust, explainable, and 
scalable AI-powered decision-making. Our flagship platform, decisionOS, is trusted by global industry 
leaders across the manufacturing, retail, finance, and healthcare sectors and includes prestigious 
organizations like Cisco, Scotiabank, GE Vernova, and LG. 

 

 

Find out more at causaLens.com or contact us at info@causalens.com   

 

https://causalens.com/
mailto:info@causalens.com

